
Alternative neural vocoder without gradual upsampling: Vocos 
Sophisticated ConvNeXt blocks proposed for image recognition


Outperform Swim-Transformer

Predict high-resolution STFT spectra without upsampling

Using a final iSTFT layer with a larger shift length (256 frames)

10 times faster inference than HiFi-GAN V1


Can Vocos predict high-resolution STFT spectra?

No. Vocos cannot predict correct STFT spectra as (b)


Why can Vocos synthesize high-fidelity speech waveform as (c)?

It is thanks to the redundancy of overlap-add operation in iSTFT
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Demo samples and source code Hi-Fi-CAPTAIN:
High-fdelity and high-capacity conversational speech 
synthesis corpus developed by NICT

  1 female and 1 male (English): 14K utts (parallel: 13K)

  1 female and 1 male (Japanese): 19K utts (parallel: 18.5K)

  ESPnet2-TTS recipe for JETS-based E2E-TTS

1. Introduction 3. Proposed method: WaveNeXt
Neural network-based speech waveform generative models 

Fast and high fidelity neural vocoder: HiFi-GAN

Gradual upsampling-based generator

De facto standard neural vocoder: (End-to-end) text-to-speech, 
voice conversion, singing voice synthesis, etc.


Faster models of HiFi-GAN

iSTFT-based upsampling: iSTFTNet, MS-iSTFT-HiFi-GAN

Linear layer-based upsampling: FC-HiFi-GAN, MS-FC-HiFi-GAN 
-> Linear layer-based trainable upsampling is better than iSTFT


Alternative fast neural vocoder: Vocos

High-resolution STFT spectra synthesized by ConvNeXt blocks 
are directly converted to speech waveforms by iSTFT layer


Proposed model: WaveNeXt

iSTFT layer can be replaced with linear layer-based trainable 
upsampling similar to FC-HiFi-GAN and MS-FC-HiFi-GAN

Is iSTFT layer-based upsampling really necessary for GAN-based 
training in the time domain?  

No. Because GAN-based training in the time domain has no 
restriction in the STFT domain


Proposed method: WaveNeXt 
iSTFT layer in Vocos is replaced with linear layer-based trainable 
upsampling similar to FC-HiFi-GAN and MS-FC-HiFi-GAN


Without overlap-add operation

Can directly predict speech waveforms in the time domain 
without STFT representation


End-to-end text-to-speech models with Vocos and WaveNeXt 
JETS-based models are implemented based on ESPnet2-TTS

4. Experiments
Experimental conditions 

Dataset: One female and one male in Hi-Fi-CAPTAIN corpus

Sampling frequency fs: 24 kHz and 48 kHz

Objective evaluation criteria: MCD, logfoRMSE, CER and RTF

Subjective evaluation criteria (N=20): Naturalness (MOS)


Results of experiments

Demo samples: Hi-Fi-CAPTAIN corpus for Japanese 
used in experiments


Source code based on ESPnet2-TTS

 - Recipe for Hi-Fi-CAPTAIN corpus used in experiments

2. Baseline: Vocos

https://ast-astrec.nict.go.jp/demo_samples/asru_2023_okamoto/ https://ast-astrec.nict.go.jp/en/release/hi-fi-captain/
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Table 1. Results of objective evaluations for the analysisÐsynthesis and JETS-based E2E TTS conditions using the Hi-Fi-CAPTAIN corpus.
The values in the mel-cepstral distortion (MCD) andlog f o root-mean-square error (RMSE) columns represent the means and standard
deviations.f s, CER, and RTF are the sampling frequency, character error rate of automatic speech recognition, and real-time factor on an
AMD EPYC 7542 CPU (1 core) using PyTorch 1.13.1. The RTF of FastSpeech 2-based acoustic model in JETS-based E2E TTS is 0.05.

Female (fs = 24 kHz) Male (fs = 24 kHz)
Condition Neural vocoder RTF MCD [dB] logf o RMSE CER [%] MCD [dB] logf o RMSE CER [%]
Analysis-synthesis HiFi-GAN V1 [11] 0.92 2.21± 0.09 0.16± 0.06 1.7 2.00± 0.10 0.12± 0.06 2.0

HiFi-GAN V2 [11] 0.10 2.65± 0.10 0.18± 0.08 2.1 2.65± 0.09 0.13± 0.04 2.2
MS-iSTFT-HiFi-GAN [35] 0.19 2.07± 0.10 0.15± 0.07 1.7 2.01± 0.09 0.13± 0.05 1.7
MS-FC-HiFi-GAN [36] 0.18 2.02± 0.09 0.16± 0.08 1.9 1.90± 0.08 0.14± 0.06 2.0
Vocos [37] 0.10 2.74± 0.11 0.16± 0.07 2.0 3.05± 1.16 0.14± 0.06 2.4
WaveNeXt 0.10 2.86± 0.12 0.17± 0.07 1.6 4.32± 0.33 0.13± 0.05 2.0

JETS-based E2E TTS HiFi-GAN V1 [16] 0.97 5.77± 0.61 0.23± 0.07 2.0 4.88± 0.06 0.19± 0.05 1.7
HiFi-GAN V2 0.15 5.63± 0.47 0.22± 0.08 2.1 4.97± 0.68 0.20± 0.05 2.1
MS-iSTFT-HiFi-GAN [36] 0.24 5.66± 0.57 0.22± 0.09 1.5 4.68± 0.58 0.20± 0.06 2.0
MS-FC-HiFi-GAN [36] 0.23 5.44± 0.47 0.22± 0.07 1.7 4.79± 0.68 0.21± 0.06 2.0
Vocos 0.15 5.49± 0.63 0.22± 0.08 2.1 4.77± 0.62 0.20± 0.06 2.5
WaveNeXt 0.15 5.36± 0.49 0.21± 0.07 2.0 4.74± 0.50 0.18± 0.05 1.7
Ground truth N/A N/A N/A 1.7 N/A N/A 1.9
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Fig. 6. Results of MOS tests for the analysisÐsynthesis and JETS-based end-to-end text-to-speech conditions with 20 listening subjects. The
conÞdence level is 95%. The blue asterisks and connecting line indicate the signiÞcant differences between two models in the T-test.

5. EXPERIMENTS

To compare the proposed WaveNeXt with Vocos [37] and HiFi-
GAN-based models [11, 35, 36], experiments were conducted for
both the analysisÐsynthesis condition withf s = 24 kHz and the
E2E TTS conditions withf s = 24 kHz and 48 kHz. All the neural
network models were implemented using PyTorch [41] and trained
on an NVIDIA Tesla A100 GPU with 40 GB of memory.

5.1. Experimental conditions

Dataset: The experiments were conducted using Japanese single-
speaker speech corpora of female and male professional speakers
from the Hi-Fi-CAPTAIN corpus [40]. Each corpus contained
18,662 utterances (about 20 hours), all of which were parallel be-
tween the female and male corpora. The training, validation, and
test sets contained 18,372, 250, and 40 utterances, respectively. The
input acoustic features were 80-dimensional mel-spectrograms ban-

dlimited to 7600 Hz. The FFT and shift lengths forf s = 24 kHz
were 1,024 and 256 samples, and those forf s = 48 kHz were 2,048
and 512 samples, respectively.

Model setting: In the experiments, all the models were trained
and inferred by modifying a JETS-based E2E TTS model imple-
mented using ESPnet2-TTS [42] (https://is.gd/vbqxeB ).
For the analysisÐsynthesis condition, the FastSpeech 2-based acous-
tic model and MAS in JETS were omitted, and mel-spectrogram
sequences were directly input to the neural vocoder models. Each
model was trained for up to 1 million iterations. Forf s = 24 kHz
(Fig. 1), the upsampling rates and kernel sizes of the transposed con-
volutional layers for HiFi-GAN were [8, 8, 2, 2] and [16, 16, 4, 4],
and those for MS-iSTFT-HiFi-GAN and MS-FC-HiFi-GAN were
[4, 4] and [8, 8], respectively. Forf s = 48 kHz, the upsampling
rates and kernel sizes for HiFi-GAN were [8, 8, 2, 2, 2] and [16, 16,
4, 4, 4], and those for MS-iSTFT-HiFi-GAN and MS-FC-HiFi-GAN
were [4, 4, 2] and [8, 8, 4], respectively. Both HiFi-GAN V1 with
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